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Mean-field Neural Networks



Two-Layer Neural Network: Definition

The output f(x; 0) is given by:

Fxi6) = = 3" ajo({usx) + by)

Jj=1

m

o 0 ={(aj,w;, b;j)}_; are the parameters.
e m is the number of neurons. 1



The Optimization Problem: Non-Convexity

(X1, 1)
Yi }
W, bj 3j
Data | (Xi, Y)) ®—' L
(Xn, Yn)

Loss function (e.g., squared loss): L(0) = 3 (Y; — £(X;; 0))?

i=1

2
L(h) = Z( ZaJ (wj, X, +b))

This loss function L(#) is highly non-convex. 2



Lifting to Measure Space

Let p=21

m
Network output becomes an integral:

i 1) = /Q a0({w, x) + b) p(dw) = /Q plx; w) ()

The loss becomes a functional on the space of measures:
L: PQ(Q) — R



Gradient Flows: Euclidean vs. Wasserstein

Correspondence Proposition
The Wasserstein gradient flow (11¢)¢>0 of L(1t), when initialised at

an empirical measure po = pg (where 0 = {(a;, w;, bj)}7”; and
o == i1 0(ajwy.by))» Satisfies pue = pg, for all t > 0. Here
(0¢)¢>0 is the (time-rescaled) Euclidean gradient flow of L(6)

initialised at 6.
State Represents: State Represents:
0¢ Ht = Mg,
Loss Function: Loss Functional:

L(6:) L(pe) = L(po,)
Optimization Dynamics: Optimization Dynamics:
Euclidean Gradient Flow | Wasserstein Gradient Flow (PDE)

ét = —VyL(0:) Otpr =V - (Mtvf—lft>




Geodesic Non-Convexity Remains!

The lifted loss functional L(u):

=3 (Y [ pteetntan)

i=1

e L(u) is "convex" for linear combinations Aug + (1 — A)ua.

e But convex combinations (geodesics) in Wasserstein space
P2(£2) are defined via optimal transport, not linear mixing of

measures.

e [(u) is generally not geodesically convex.



Geodesic Non-Convexity Remains!

Wasserstein Geodesics vs. Linear Interpolation:

Particle Path X; = (1 — t)Xo + tX1

XO ~ /‘LO Xt ~ ,Ut Xl ~ N’l



Advantages of the Measure Perspective

. - .. 1 m
Allows considering measures other than the empirical - > ", d,,

and provides analytical benefits:

e Chizat & Bach ’18, ”On the Global Convergence of
Gradient Descent for Over-parameterized Models using
Optimal Transport”

e Mei et al. '18, " A Mean Field View of the Landscape of
Two-Layers Neural Networks”



Transformers
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Self-Attention Example: QKV Calculation

a fluffy blue creature roamed the verdant forest
1 ! 1 l l l ! !
3 E E3 Eq Es Es E; Eg
1 1 1 1 1 1 1 1
Wq Wq Wq Wq Wq Wq Wq Wo
1 1 1 1 1 1 ! l
Q Q Q3 Q Qs Qg Q Qg
Q Q Q3 Q Qs Qs Q7 Qg
a—Ey - WKy KyQq KyQy KiQs KyQq K1Qs KyQs KyQ7 Ky-Qs
fluffy — B, = W~ K, KzQq KrQy KrQ3 KrQy KzQs KxQs KrQ7 K>Qg
blue — E3 — W~ K3 KyQy K3Q, K3Q3 K3Qq K3Qs K3Qs K3Qr K3Qg
creature — Ey — w,— Ky KQq KeQp KyQs KyQy K;Qs KyQs KrQr KyQg
roamed — Eg — 1w~ Ks KsQq KsQa KsQ3 Ks:Qy KsQs KsQs KsQ7 KsQg
the — Eg = w,— Kg KeQy KeQa KeQ3 KeQs KeQs KsQs KgQr KeQg
verdant — E7 — w,— Ky K7Qq K7Q; K7Q3 K7Qq K7Qs K7Qs K7Q7 K7Qg
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Self-Attention Example: Scores

+3.53

Unnormalized
Attention Pattern
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.00
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and Normalization
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Self-Attention Example: Weighted Value Sum

a fluffy blue creature roamed the verdant forest
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Self-Attention as Dynamics (1/4): Iterative Scheme

Consider applying the attention update iteratively, like residual
connections in deep networks:

N o o
Z x| e{ Qi Kxi)
1

Xt+1 =x{ + =

=2

Z e (@x},Kx])
=1
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Self-Attention as Dynamics (2/4): Continuous ODE

Consider applying the attention update iteratively, like residual
connections in deep networks:

th“e QXthXJ>

M=

e (Qx{,Kx})

Mzﬂ

\
Il
&,
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Self-Attention as Dynamics (3/4): Mean-Field Limit

Consider applying the attention update iteratively, like residual
connections in deep networks:

o nyemxff’K”Mt(d)/)
FT T el@ R (dy)

Assume Q = K = V = [ for simplicity:

, (xt.y)
qj= L@ _ g {'Og/e@’”ut(dyﬂ
J ety p(dy) x=x{
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Self-Attention as Dynamics (4/4): WGF Connection?

Recall: Particle Interpretation of WGF:

: SF
Xt - —VE(XI-)

From the previous slide (with Q = K = V = [):

% = V[iog / e g (dy)](xD)

W (x;pe)

Question

W(x; i) L —g—i(x) for some energy functional F describing the

self-attention dynamics?

ii5)



Self-Attention as Dynamics: WGF Connection? (Cont.)

o Reference: Sander et al. '22, " Sinkformers: Transformers
with Doubly Stochastic Attention”.

o Issue: Asymmetry.
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Unnormalised Self-Attention (1/2)

Remedy: What if we remove the denominator (the Softmax

normalization)?

Consider the unnormalised dynamics (assuming Q =K =V =/

for now):

X{. — /ye<X{-7y>,LLt(dy) = VX |:/ e<X’y>Ht(dy):|

il
X=X
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Unnormalised Self-Attention (2/2)

Remedy: What if we remove the denominator (the Softmax

normalization)?

Consider the unnormalised dynamics (assuming Q =K =V =/

for now):

th‘ — /ye<X{~7y>ut(dy) — VX /e<Xy>Ht(d-y)

| —
5}—(/%)

—dl
X=x{

where

Fp) = - / / e p(dx)(dy)
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Unnormalised Attention as WGF

Proposition
The unnormalised self-attention dynamics (with Q = K =V =1,

after time rescaling):
Xt = / ye¥) iy (dy)
is the Wasserstein gradient flow of the interaction energy:
Flp) = - / / ™) p(dx)u(dy)
defined on P,(RY).

Implication: Divergence

F(6;) = —e@2) = —elzl® As ||z — oo, F(6;) = —oc.
19



Adding Layer Normalisation

i
Xt

|

Unnorm.Attention

|

Layer Norm

Corresponds to the dynamics

Xt =Py < / yeliy >Mt(d)/)>

where P, is the projection onto T,(S91)
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Layer-Normalised Unnormalised Attention as WGF

Proposition
The layer-normalised unnormalised self-attention dynamics:

Xt = Py < / ye(xg’”ur(dy))

is the Wasserstein gradient flow of the same interaction energy:

Flp) = - / / ™) p(dx)u(dy)

but now considered on the space of probability measures on the
sphere, P»(S971).

Implication: Concentration

Minimizers are Dirac masses ¢, for z € Ge=E

The dynamics tend to form a single cluster on the sphere. 21



Clustering and Convergence

The interaction energy on the sphere:

Flu)=— /5 . /S e u(dx)p(dy)

e This functional F(u) is not geodesically convex on P,(S9~1).

e [t admits many stationary points where the Wasserstein

gradient vanishes
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Clustering and Convergence

The interaction energy on the sphere:

Foy == [, [, e uauay)

e Geshkovski et al. '24, ” A Mathematical Perspective on
Transformers”: These points are in fact saddle points,
guaranteeing asymptotic convergence to a single cluster when

dynamics are initialized in a generic position.
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